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1. Research Overview  
Dr. Knapp and his research team at LSU have recently focused on advancing the ability of computers to 
identify and extract “meaning” from document, image, and video content.  The goal is to obtain human-
level – and better – capabilities in understanding and reasoning from text, speech, and visual scenes.  
These technologies have a broad range of potential applications, including improved search engines, 
better security monitoring, and assistive robotics. 
 
2. Knowledge Extraction [1-6] 
Performance of document search engines has improved dramatically in the past decade. But search 
engines still primarily depend on keyword/phrase occurrence and co-occurrence for identifying and 
organizing documents; discovery of the deeper relations and knowledge within these documents is outside 
their realm.   For instance, while one can Google or a library database search system for links to technical 
papers relating to “information extraction”, you cannot ask Google to summarize the approaches taken, 
the scope/constraints of each, and their performance.  This is because these engines have no 
understanding of what components in a document constitute statements about method, scope, and results.  

Much of a company’s working knowledge is documented within unstructured or loosely structured 
business documents, as opposed to structured relational data. This includes bids/proposals, project 
summary reports, case studies, research and development reports, technical conference papers, and similar 
types of documents. Many companies wish to extract and organize knowledge from these documents in a 
way that will facilitate incorporating the knowledge into organizational decision making faster and 
broader, such as in the form of automated decision support systems (DSS) and knowledge-based expert 
systems. Unfortunately, the vast quantity of documents and limited expert personnel in knowledge 
extraction and knowledge structuring domain has impeded the potential usefulness of knowledge in 
unstructured documents. 

Our research has addressed both low-level and higher level understanding challenges, including: 

Co-reference resolution [1-4].  People frequently use short cuts (co-references) to refer to people, places, 
and things in conversation, stories, and papers.  For instance, in the following sentences: “Jason Jones 
was appointed CEO of XYZ Corp. today. He was previously VP of Marketing at the company”, “He” is 
used as a short cut to Mr. Jones and “the company” as a shortcut to “XYZ Corp”.  Clearly, understanding 
the relation between the original entity and short cut is critical to any deeper understanding of the 
relationships in the text. While people readily resolve such shortcuts, it is a difficult problem for 
computers to do reliability, and previous work in this area has had F-measures (a metric combining 
accuracy and precision) in the range of only 60-70%. We identified a number of new features for 
improving performance, and through a fusion of a Support Vector Machine (SVM) and rule-based 
classifiers were able to efficiently achieve F-measures of 85-95% across a wide range of document types, 
including news stories, novels, children’s stories, and technical papers. 

Discourse component identification [5, 6]. Discourse analysis is the identification of the purpose of a 
section of text within an essay or paper. This can be in terms of grammatical purpose [5] (for instance, 



background, comparison, elaboration), or technical (functional) purpose [6] (the problem domain(s) 
addressed, key methods (approaches) used, key attributes (characteristics) that serve to scope where the 
methodology can or should be used, and key outcomes in terms of results and recommendations).  In [5], 
we employed SVM classifiers in a hierarchical decision process for segmenting and labeling discourse 
relations, achieving 10-15 percentage point improvements in F-measure above previous approaches.  

Context. In conversations, stories, news reporting, and other forms of natural language, understanding 
often requires participants to make assumptions, or hypothesis, based on background knowledge, a 
process called entailment. These assumptions may then be supported, contradicted, or refined as a 
conversation or story progresses and additional facts become known and context changes. It is often the 
case that we do not know an aspect of the story with certainty but rather believe it to be the case; i.e., 
what we know is associated with uncertainty or ambiguity. 

Traditionally, first-order-logic (FOL) approaches have been used for representation in knowledge 
extraction and entailment problems. However, FOL is "fragile" in dealing with the ambiguity 
commonplace in written works and conversation. Probabilistic FOL (PFOL) models have recently been 
employed to deal with ambiguity and uncertainty in assertions.  

We are currently researching the development of methods for extracting and representing assertions and 
contextual entailments from stories or series of stories (such as a sequence of related news articles). In 
particular, we are utilizing Markov Logic Networks, a PFOL model, for representation.  As processing 
occurs, current state (physical, location, and temporal properties) is asserted for all identified entities. In 
addition, background context information on identified entities is derived from previously parsed 
documents, dictionary sources, and common-sense sources including WordNet and ConceptNet.  Because 
entities can change state over the course of a narrative, an assertion at one point in a story may not be true 
at another point in the narrative; both assertions are true, just in different state contexts. We have 
developed a rule-based mechanism for identifying critical changes in narrative state context, which are 
then used to mark the PFOL assertions to allow otherwise conflicting assertions to co-exist. 

3. Affect Identification [7-11] 
Affect (emotion) recognition is important to many human-computer and human-machine applications. 
Examples include human assistive robotics, virtual tutoring, marketing feedback, and surveillance 
(security). Robotic assistants in healthcare, for example, may need to adjust how they interact with people 
depending on their emotional state (angry, in pain, happy, etc.).  

Prior research has largely focused on unimodal or bimodal affect recognition (primarily facial expressions 
and speech). Our current research [7-11] aims at extending the recognition process beyond two modalities 
by using data from facial expressions, head position, hand and body gestures, body posture and speech. 
Trained SVM classifiers for each modality and emotion class are used to provide higher level features to a 
fusion model which predicts the magnitude of each of 6 emotion classes (anger, disgust, fear, happiness, 
sadness and surprise); it is assumed that a person can have multiple emotions simultaneously. The 
prediction is updated on an asynchronous event basis, as many of the features occur on different time 
scales (point in time posture versus a hand gesture for instance). Recurrence with temporal damping is 
used to maintain an estimate of affective state between explicit emotional displays; this prevents an angry 
person who suddenly puts on a poker face from immediately returning to a neutral emotional state in the 
model.  
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