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Turning the massive potential promised by sensor-based solutions like RFID and mobile devices 
into a sustainable competitive advantage depends on how effectively the sensed signals/events 
can be turned into operational intelligence and subsequently leveraged to optimize business 
processes. There now is the realization that intelligent reasoning is required for such systems to 
be truly effective. Intelligent reasoning that allow supply chain applications to respond rapidly to 
business critical situations (current or forthcoming) from events occurring in the real world.  
 
Situations are detected or predicted by reasoning about facts delivered by the event information 
delivered by a variety of sources including sensors. This reasoning is typically highly contextual 
in nature. It depends on the environment, or context, inside which it is carried on. This reasoning 
is usually performed on a subset of a global knowledge base. For various reasons, systems rarely 
have all that is known but only a very small subset of it.  
 
Mainstream approaches in event processing like Complex Event Processing systems deal 
primarily with the syntactical event processing. They typically do not exploit rich domain 
knowledge to reason about contexts in which a particular complex event has occurred. Even if 
they do exploit semantics, there are no formal constructs available to assist contextualized 
situation detection. As a consequence, it may not possible to detect relevant situations which an 
intelligent system should react to. Furthermore, such systems cannot deal with uncertain and 
unknown events. Having background knowledge enables reasoning about unknown and existing 
known events, so that the system can react in an ad-hoc manner. 
 
Context is used as a means of formalizing this idea of localization. A context can be defined to 
be the set of facts used locally to prove a given goal plus the inference routines used to reason 
about them (which in general are different for different sets of facts).  
 
1. Context and Reasoning 
 
Reasoning is always local to a subset of the known facts. It never considers all that is known but 
rather a small subset of it. This subset determines the context of reasoning. A context c is that 
subset of the complete state of an individual that is used for reasoning about a given goal. It is a 
theory of the world and encodes a perspective about it. It is a partial theory as the system’s 
complete description of the world is given by the set of all the contexts it holds. It is an 
approximate theory as it can never describe the world completely. There may be different 
contexts which are theories of the same phenomenon and which describe it at different levels of 
approximation. Contexts can be partially ordered depending on the level of approximation. The 
"right" level of approximation depends, among other things, on the problem to be solved. 
 
Contexts are not situations. A situation s is the complete state of the world at an instant of time. 
It records what can be talked about of the universe at given instant of time. A situation records 



the state of the world as it is, independently of how it is represented the reasoned component. A 
context is contained within the reasoning component. It is part of its state and, as such, it is 
responsible of its subjective view of the world.  The real world can be described and reasoned 
about by using different predicates in different contexts, the same predicate may have different 
truth values in different contexts and so on. The level of approximation used in a context is a 
subjective choice.  
 
A situation is complete in that it records all the state of the world. At the same time it has also a 
dimension of partiality along the temporal dimension as it works only for a precise instant of 
time. The complete (temporal) picture of the world is recorded by the sequence of situations it 
evolves through. A context is partial as it records only part of the state of an individual. It is at 
the same time complete as it records all the state that is required for reasoning. 
 
It is easy to think of axiomatizations where both situations and contexts are used. The evolution 
through situations will account for the evolution of the world through time, the evolution through 
contexts will account for the evolution of the reasoning process through different states. There 
are four possibilities. 
 
The first is to take the state of the world at a given situation s and describe it as a set of contexts 
cj,...,cn- Having multiple contexts describing one situation corresponds to the case where  the  
reasoned uses  multiple  contexts,  each being a different  approximate  theory of  the  same  
situation. We  have  evolution  in  the contexts used  in  the reasoning still considering the same 
situation. For e.g. when planning a shipment delivery from Guangzhou-Singapore to SFO. 
Typically, delivery capability in Singapore is considered without testing transport capability 
from Guangzhou. This is based on a law of inertia which suggests that as the capability was 
tested in Guangzhou it need not be tested for again. But if a external situation arises where, in 
Singapore, there is a loss of transport capability (an unexpected event), in the context cjj which 
records the axiomatization of the situation si2, it will not be able to deal with this event. Indeed it 
is very likely that one will not even be able to mention the formula hasTransport(Order123,si2) 
as hasTransport  will not be part of the language of cjj. 
 
In order to solve this problem a new context cj5 will have to be set up for the same situation si2 
with hasTransport  in the signature and with a state which axiomatizes a subset of the state 
variables of si2 that will have to be less approximate than cjj, at least for what concerns the 
problem of the lost transport capability. For instance one axiom of ci2 will say that Order123 
does not have the transport capability in Singapore, ie. —hasTransport(Order123,si2)· 
 
The second possibility is to associate contexts to situations and to describe each situation Si with 
a context c/. Each situation is axiomatized with a different context; that is the time evolution of 
the world corresponds one-to-one to the evolution of the reasoning process through partial states. 
The temporal of evolution physical processes is modeled qualitatively as a set of situations, each 
situation described by a context. This one-to-one mapping of situations into contexts is very 
useful as it allows keeping reasoning monotonic inside each context, to maintain local 
consistency (inside each context) and to achieve a form of nonmonotonicity by switching 
between contexts that could possibly contain contradictory information. 
 



The third possibility is to have one context correspond to many situations. These axiomatizations 
correspond to the case where evolution in the world is not reflected in any change in the context 
considered in the reasoning. Not using contexts can be described as using always the same 
context and by making the obvious simplification of dropping the extra context argument from 
all the application symbols. Differently from the two cases above, here we can make, in the same 
context, assertions about two distinct situations. The obvious drawback is that we are forced to 
consider all we know in any reasoning step. 
 
The fourth case of many situations described by many contexts can be obtained as a combination 
of the cases described above. 
 
2.  Contexts: An attempt at formalization 
 
Having stated a context to be that subset of the complete state of a system that is used during a 
given reasoning process, the next step is to formalize this notion of "state" by stating more 
precisely what is meant by "context" and by "reasoning with contexts". 
 
The goal is to model reasoning as deduction. The notion of deduction can be formalized only if 
associated with a given formal system. The usual notion of formal system, meant as the triple Σ = 
( L,A,A ), where L is a first order language, Λ is a set of axioms and is a set of first order 
inference rules, is not good enough as it does not allow us to capture, as part of the logic, the idea 
of localization of reasoning.  
 
2.1 Reasoning within contexts 
 
The set of facts, which provide the context of reasoning, is in general only a subset of the 
knowledge base. The knowledge base is structured into sets of facts Aj,...,An- Taking a context to 
be any A/ would lead to a notion of context which is similar to the notion of a partition in 
partitioned data bases. These partitions would not need to be static and fixed once for all. 
 
The standard approach to model reasoning is to have a unique inference engine (possibly 
consisting of a set of inference modules) which can be applied to any set of facts or, even, to 
combinations of them. Associating a distinct inference engine to each distinct set of facts Aj 
allows for localization of the form of reasoning. 
 
If we call ΔΙ the set of inference rules associated with a set of facts A;, then we can define a 
context Cj to be the triple c/ = ( Li,Ai,Aj). This allows for the formalization of reasoning inside a 
context. The components of c/ , that is its language LI, its set of known facts A;, plus the 
explicitly derived theorem, the inference rules zi,· are all and only the state that is used when 
reasoning about a given goal. 
 
2.2 Reasoning with multiple contexts 
 
A knowledge base contains in general a set of interacting contexts cj,...,cn. Reasoning in one 
context may influence reasoning in other contexts. Rules are needed to allow for derivation of a 
fact in a context because we have derived another fact in another context.  



 
3. A Simple Motivating Business Scenario 
 
Vendors of supply chain software for small and medium enterprises deliver products as Software 
as a Service (SaaS) over the Internet. SaaS puts new requirements like monitoring and metering 
to the provision of software. To ensure quality and availability of service, the hosted application 
instances must run reliable. In order to achieve that, all instances must be monitored. Further on, 
the system needs to be prophylactic to changing benchmarks, and capable to indicate 
forthcoming execution problems.  
 
The performance and availability of mission-critical applications are impacted by several 
interconnected factors (system resources, application architecture, behavior of application code, 
network infrastructure, user usage etc). When problems occur, finding the bottlenecks in such a 
distributed system can be a complex, lengthy, and costly process. However failure detection and 
maintenance could be improved using Complex Event Processing (CEP) techniques. Complex 
event monitoring mainly informs the administrator of possible application problems. A good 
scalable solution is needed not only to correlate simple events to complex events, but also to re-
late complex events to their triggered actions and the application contexts in which they were 
issued. This will reduce significantly the event flood and will generate meaningful alerts. The 
need for introducing the context in CEP can be illustrated by the following example.  
 
In order to react on a high CPU load of an SCM instance (in a specified time interval) the 
following rules are defined: If all SCM-Monitoring-Events of the last five minutes (event) 
exceed the threshold value of 90% for CPU consumption (condition) and no previous repair 
action happened (context) then do some sort of automatic healing, e.g., suspend other threads, 
increase or decrease the process priority etc. (action). Further, the second rule says: if all SCM-
Monitoring-Events of the last five minutes (same event) exceed the threshold value of 90% for 
CPU consumption (same condition) and the automatic self-healing procedures did not yield any 
improvement from the previous situation (different context), then do a different action, e.g., send 
a serious warning to the monitoring cockpit 
(different action). 
 
As stated earlier, this scenario illustrates the point that conventional event processing based on 
events, conditions, and actions are not sufficient for more sophisticated real world applications. 
However by introducing the concept of a context, the system is able to react differently on the 
same events in different contexts (i.e., different situations). 
 
4. Contextualized Event-triggered Reactivity 
 
Execution in event processing engines is driven by events. The event source may be an 
application or any other resource e.g., a business process, sensor or a tool). All these events are 
collected in the event cloud which is the input source for the intelligent complex event 
processing system. Figure 1 shows a simplified view of an intelligent complex event processing 
architecture. The Event Cloud is a collection of all received events. It contains different types of 
events. In a distributed scenario, where many events can be generated externally (w.r.t the core 
system), this component also integrates an event filter in order to preselect the relevant events. In 



Event Content Analysis, selected events from the event filter are analyzed in order to extract the 
event describing elements, e.g. event name, type, id, timestamp or more specific details about the 
occurred event. These information elements are forwarded to the Knowledge Base in order to 
map the event to the event ontology, as well as to the situation manager for complex event 
processing.  
 
The Situation Manager contains the complex event processing engine and the reasoning 
capabilities for each event or set of events. The Situation Manager detects relevant situations 
based on the patterns taken from the rule base and the context ontology. Depending on the 
context information, the CEP Engine recognizes different situations and fires corresponding 
actions. The CEP Engine also takes situations into account where no exact pattern can be 
recognized but similar ones. Action Manager handles the task of executing actions triggered by 
events in well-defined contexts and situations. In the general case, the action execution may 
change the state of a reactive system, e.g., to update a knowledge base, trigger other events, call 
a web service etc. The Knowledge Base contains the ontologies and rules for specifying events 
and contexts. The Reasoning Engine identifies applicable contexts and executes reasoning logic 
on the knowledge base for various contexts. 
 
4.1 Event and Domain Ontology  
 
The diagram below below (Figure 1) describes different types of events. The ontology is 
enriched with a number of event properties which represent event data. The purpose of the event 
ontology is twofold. First it is used for situation detection. Secondly, the ontology is utilized for 
reasoning over elements. Figure 2 depicts the structure of an event with some defined properties. 
Every atomic event is related to a specific type of events in the domain ontology in order to 
define all types of known events. Known events are precisely specified events. The system 
knows how to detect and react upon known events.  
 

 
 

Figure 1:  Intelligent Contextual Event Processing 



4.2 Reactive Rules 
 
Reactive rules or ECA rules are typically of the form: “ON event IF condition DO action”. Such 
a rule executes action as a reaction on event, provided that the condition holds. With the 
introduction of context, the reactive rule form shifts from ECA to ECCA (Event - Context - 
Condition - Action): 

ON event WITHIN context IF condition DO action. 
 
In the standard interpretation of ECA rules, the condition part is used for representation of the 
contextual information. However, in reality it is difficult to ensure that all relevant data for 
approving an automated action execution are provided in the condition part. A reactive system 
needs to be capable to deal with more complex contexts and situations in which data are 
processed. Moreover it needs to reason before undertaking any action. The context component 
can be used to discover implicit relationships between events and actions (and possible between 
other concepts as well), while the condition component is used simply to query the background 
information (i.e., explicitly stated knowledge).  
 
For example, the context could determine if an action should be triggered as a reaction on a 
complex event, though it has been proved the action was not solved a problem (which initially 
caused that event). Context establishes a tight relationship between events and actions and allows 
us to reason before undertaking any further reactions.  
 
4.3 Context Model and Complex Event Processing 
 
Complex event processing (CEP) is about aggregation of atomic events in order to detect 
situations of particular interest. The events aggregation is specified in advance by event patterns; 
hence we say that CEP deals with known events. Unknown events cannot be recognized with 
classical CEP approaches, as they are not defined in advance. On the other side, unknown events 
may represent notable situations that do require reactions. An example is our use case, which 
deals with appropriate reactions on SCM server defects.  
 
Handling unknown events, and hence unknown situations, is a challenging task. The context in 
which events are identified may be helpful in tackling this challenge. A context ontology that 
describes each context (of particular interest to the application) with corresponding actions 
relevant in that context can be constructed. The context is described with a number of attributes 
that differ for different contexts (e.g., location, execution phase, involved actors etc.). A set of 
SWRL rules (accompanied with the ontology) are executed in order to dynamically bind the 
context attributes to specific instances in run-time. 
 
Sometimes triggering two or more actions by the same event may cause a conflict. Very often 
this is happening as those actions are supposed to be executed in different contexts. Hence 
introducing the context explicitly in reaction rules, and enabling reasoning over contexts help in 
the conflict resolution. The intuition behind this idea is to shift the issue of the conflict resolution 
to a problem of identifying conflicting situations (i.e., contexts).  
 
Context captures not just explicit background information, but also history of past actions 



triggered by particular events. The context represents a relationship between events and actions. 
We interpret a complex event SCMMonitorEvent in a context InitialRepairContext as situation 
s0. Handling the situation s0 requires an action SuspendThreads, which is different from handling 
the same event CRMMonitorEvent in a context RepairContext, i.e., situation s1. However as 
presented, in the situation s1 another action (i.e., WarnMonitorCockpit) will be triggered. 
 

 
 

Figure 2:  Contextual Rule 
 
A reasoner determines the runtime context. Thus detection of a complex event depends both on 
atomic events and the context itself.  
  
4.3 Conclusion 
 
Sensor enabled event driven supply chain applications hold a lot of promise. But to handle the 
needs of complex real world situations, traditional event processing systems need to be equipped 
with contextual reasoning constructs and capabilities. This article examined the notion of 
context; context based reasoning and outlined a framework for intelligent event processing 
system that incorporates the principles of this approach. A modification of reactive rules to 
incorporate context formally is suggested. 
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ON SCMMonitorEvent WITHIN InitialRepairContext IF Threshold > 90% DO 
SuspendThreads. 

ON SCMMonitorEvent WITHIN RepairContext IF Threshold > 90% DO 
WarnMonitorCockpit.


