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 Many scheduling problems contain uncertainty. 
In this paper, we address the uncertainty that 
arises from requests for appointments that arrive 
in real time. Requests must be assigned an 
appointment time immediately (i.e. before all 
requests are known) for service in the future. We 
propose dynamic template scheduling, a technique 
that combines proactive and online optimization 
and we apply it to the chemotherapy outpatient 
scheduling problem. We create a proactive 
template of an expected day in the chemotherapy 
center using a deterministic optimization model 
and an empirical distribution made from historical 
appointment data. As requests for appointments 
arrive, we use the proactive template to schedule 
them. When a request arrives that does not fit the 
template, we update the template online using the 
deterministic optimization model and the expected 
future appointments. We test the use of dynamic 
template scheduling against using a proactive 
template on its own, the optimal offline solution, 
and the actual performance of the cancer center. 
We find improvements in makespan of up to 
twenty percent when using dynamic template 
scheduling compared to current practice. 

 
Introduction 

 
Real world scheduling problems, such as those in 

healthcare, the airline industry, and manufacturing are 
complex and have a great deal of uncertainty. 
Optimization systems tend to focus on proactive 
planning and scheduling when trying to solve problems 
(Herroelen and Leus 04, Aytung et al. 05). They often 
plan in advance and accommodate uncertainty by adding 
idle time. In some cases, optimization can be reactive 
and decisions or changes are made after a certain event 
occurs. In computer science, we find examples of online 
decision making (Borodin and El-Yaniv 98, 
Anagnostopoulos et al. 04), but these solutions often 
ignore the problem domain. Decisions are made as 

information is revealed online without assuming any 
knowledge of the problem. 

 In order for proactive optimization to take into 
account uncertainty, the problem needs to be simplified. 
The realization may be different than anticipated and as a 
result the solution from the proactive optimization may 
not be useful. When optimization is conducted online, 
the concern of modeling uncertainty appropriately 
disappears. Instead, everything that occurs is handled in 
real time. However, knowledge about the problem 
domain is not used effectively and there is no plan at the 
outset. Our thesis is that by combining proactive and 
online optimization, we can take advantage of 
information available from the problem domain and we 
can handle events as they occur in real time.  

The chemotherapy outpatient scheduling problem is 
a complex real world problem. For any day in the future, 
requests for appointments arrive over time. There are 
many different classes of appointments, each with a 
different expected processing time. Each appointment 
request represents a series of activities using a complex 
mix of resources. The size of the problem combined with 
other complicating features mean that the chemotherapy 
problem is not likely to be solvable by a single 
optimization model, queuing model, or heuristic. 

In this paper, we describe dynamic template 
scheduling, our method for combining proactive and 
online optimization for complex scheduling problems, 
and we demonstrate its use on the chemotherapy 
outpatient scheduling problem. From historical data on 
the problem domain, we develop a distribution that gives 
us the expected number of appointments of each class. 
We use a deterministic optimization model to create a 
proactive template based on the expected appointments. 
We then use that template to schedule appointments as 
requests arrive. When a conflict occurs, i.e. a request 
cannot be scheduled within the template, we dynamically 
update the template online using the deterministic 
optimization model. 

The contributions of this paper are as follows: 
(1) We introduce dynamic template scheduling, a 

technique combining proactive and online 
optimization to solve complex real problems 



with uncertainty. We show that the technique 
can be used successfully in a real world 
scheduling problem. 

(2) We explain how dynamic template scheduling 
can be applied to different applications where 
requests of different classes arrive over time.  

(3) We use the technique on the chemotherapy 
outpatient scheduling problem. The research on 
chemotherapy patient scheduling currently 
contains very few examples of the use of 
optimization.  

The remainder of the paper is organized as follows: 
The next section provides background information on the 
chemotherapy outpatient scheduling problem and the 
research on scheduling under uncertainty. Following 
that, we give a description of the deterministic 
optimization model and outline the dynamic template 
scheduling solution. We then describe the experiments, 
provide a discussion, and conclude. 
 

Background 
 

This section provides background information on the 
chemotherapy outpatient scheduling problem at the 
Odette Cancer Center at Sunnybrook Health Sciences 
Center in Toronto, Canada, the case study used in this 
paper. We also present a review of research concerning 
scheduling under uncertainty.  
 
The Chemotherapy Outpatient Scheduling Problem 

The Odette Cancer Center is a large cancer center, 
which houses 10 beds and 22 chairs, and treats 70 to 120 
solid tumor and hematology patients each day. There are 
350 chemotherapy regimens that are followed when 
treating patients. Regimens are protocols which include 
the drugs administered and duration and frequency of a 
specific treatment. Patients may require a one-time 
treatment or many treatments that can range over the 
course of a year and involve different drugs at different 
times. Requests for appointments arrive over time and a 
request needs to be given an appointment date and time, 
before all the appointments for a given day are known. 

The process for a single chemotherapy treatment can 
be divided into three main stages: chart review, drug 
preparation, and treatment. The treatment stage itself can 
be split into two distinct parts. The first part involves the 
nurse setting up the patient and the second part is the 
patient receiving the drugs. A nurse can only set-up one 
patient at a time but is able to monitor up to four patients 
at a time during the second part of treatment. 

When a patient arrives at the chemotherapy unit, 
he/she joins a queue where a nurse reviews his/her chart 
and approves him/her for treatment. If the patient is not 
approved, an oncologist is contacted to determine the 

best course of action. If the patient is approved, the 
pharmacy is contacted and the chart is placed in a queue 
to have the drugs prepared.  

When a nurse is available, he/she takes the next 
chart from the queue, checks to see if the drugs are 
ready, and if so, takes the patient to a chair or bed to 
begin treatment. The approximate treatment time is 
known based on the regimen but variations occur due to 
the health of the patient, allergic reactions, or delays such 
as difficulty in setting up an intravenous drip.  

The chemotherapy outpatient scheduling problem is 
characterized by having both resource and general 
precedence constraints and having jobs with individual 
ready times. All appointments follow the same path.  At 
the drug preparation and the two treatment stages there is 
more than one service position available: there are 
several pharmacy technicians, several nurses, and several 
chairs and beds. The number of pharmacy technicians 
and nurses changes daily. In this paper, we use five 
technicians, fifteen nurses, and a maximum of 29 chairs 
and beds. These numbers were chosen because they are 
the averages for the data used in this research. 

The chemotherapy outpatient scheduling problem at 
the Odette Cancer Center has two objectives. First is to 
minimize patient wait time. Cancer centers have a long-
standing relationship with their patients and they wish 
for that relationship to be as pleasant as possible. Second 
is to maximize resource utilization. Maximizing 
utilization can be accomplished by minimizing the idle 
time of resources or minimizing the makespan.  

At the Odette Cancer Center, scheduling involves 
assigning each patient a treatment time, taking into 
account available chairs and beds. Nurses and pharmacy 
constraints are implicitly taken into account in two ways. 
Firstly, all patients are told to arrive one hour before their 
scheduled treatment time to allow for their drugs to be 
prepared. Secondly, the number of available chairs and 
beds is restricted during the morning hours to 
accommodate the pharmacy workload as well as the fact 
that nurses are setting up patients for treatment. The 
number of available chairs and beds is also restricted 
during the lunch hours to accommodate nurses on lunch 
break. Once patients register with a nurse upon arrival, 
they are treated in a first come-first serve basis. 
 
Literature Review 

Chemotherapy is a service provided all over the 
world. With its complex nature and difficult scheduling 
constraints, delivery of chemotherapy has significant 
potential for improvement, yet research is scarce. The 
majority of the research in chemotherapy delivery 
describes specific process improvements. For example, 
Dobbish (03) reviewed the implementation of next-day 
chemotherapy by the Alberta Cancer Society, and Van 
Lent et al. (09) described a case in the Netherlands where 



benchmarking and lean thinking were applied to a 
hospital-based cancer day unit.  

There are several papers that use simulation models 
of a chemotherapy center to analyze the process and 
make improvements. Sepulveda et al. (99) described the 
creation of a simulation model for the M. D. Anderson 
Cancer Center in Orlando. The simulation showed many 
idle chairs in the morning and the authors suggested 
scheduling more short-duration (4 hours or less) patients 
at that time. Matta and Patterson (07) used simulation to 
model a large cancer center, including a chemotherapy 
outpatient treatment center. Changes to the 
chemotherapy center did not have a large impact on the 
overall efficiency of cancer care delivery because it was 
at the end of the patient pathway.  

There is little research that looks at the scheduling of 
chemotherapy appointments. Santibanez et al. (09) 
created a simulation of the ambulatory care unit at the 
British Columbia Cancer Agency, a chemotherapy unit 
similar in size to the Odette Cancer Center. Their 
simulation encompassed several clinics as well as the 
radiation and medical oncology units. They analyzed 
many factors, including the use of a dispatching rule to 
schedule appointments based on their duration and 
variability. Santibanez (09) also investigated using mixed 
integer programming for chemotherapy outpatient 
scheduling at the British Columbia Cancer Agency. He 
simplifies the problem by only considering the treatment 
stage of the problem. The objective is to have a feasible 
schedule where there is even workload among the nurses 
and the maximum nurse workload is minimized.  
 
Scheduling Under Uncertainty 

There is a lot of uncertainty in the chemotherapy 
outpatient scheduling problem. Disturbances in a 
schedule can have large ramifications to the remainder of 
the schedule. In the last ten to fifteen years, under the 
heading of robust scheduling, techniques for solving 
problems with uncertainty have been a focus of a number 
of researchers. Scheduling for uncertainty approaches 
fall into two categories: proactive, where an initial 
schedule takes into account uncertainty, and reactive, 
where jobs are rescheduled after an uncertain event 
occurs (Davenport and Beck). In chemotherapy, once an 
appointment is scheduled it is undesirable to change the 
time. The patient may have other appointments in the 
hospital that were made to accommodate this 
appointment time and the patient may have other 
chemotherapy appointments that week that require a 
certain time buffer between appointments. Reactive 
approaches are therefore not of interest.  
 
Literature Review 

The research on robust scheduling generally deals 
with either project scheduling or machine shop 
scheduling. Project scheduling is subject to uncertainty 

in activity durations and machine scheduling is subject to 
machine breakdowns. For a more complete review of 
robust scheduling for project scheduling refer to 
Herroelen and Leus (04). For a more complete review of 
robust scheduling for production problems refer to 
Aytung et al. (05). 

Techniques for solving project scheduling with 
uncertainty include adding slack into the schedule, 
adjusting the estimates of activity durations, and creating 
heuristics that utilize the variability in project duration. 
Herroelen and Leus (01) analyzed the critical chain and 
buffer management method (CC/BM) for project 
scheduling with uncertainty. Activities are scheduled at 
their latest start time and resource conflicts are resolved 
by pushing activities earlier. Buffers are put at the end of 
the project and at any point where a chain joins the 
critical chain, the series of activities that define the 
longest duration of the project. Mohring and Stork (00) 
used a combination of priority and pre-selective rules 
while scheduling. The priority rules determine the 
sequence of jobs to be scheduled at a particular time if 
they cannot be done simultaneously. The pre-selective 
rules say which jobs to postpone if a disturbance occurs.  

Techniques for solving machine problems with 
uncertainty include adding idle time into the schedule, 
adjusting the estimates of job processing times, and 
developing heuristics that utilize the variability of 
processing times. Billaut and Roubellat (96) created a set 
of schedules that are compatible with the main problem 
constraints. Aytung et al. (05) reviewed production 
scheduling under uncertainty and highlighted the need 
for exploiting the known information on uncertainties in 
order to best plan for uncertainty. Mehta and Uzsoy (98) 
are one of the few who used data on machine 
breakdowns to decide where and how much idle time to 
insert into a schedule. Inserting idle time using known 
information was also studied by Odonovan et al. (99).  

We find proactive scheduling methods in health 
care. Van Oostrem (08) looked at the case of needing to 
create an operating room schedule before knowing most 
of the surgeries that will need to be scheduled. He 
inserted planned slack into the schedule based on the 
expected trends.  

In complex problems such as chemotherapy 
scheduling, proactive methods can be difficult to employ 
due to the number of simplifications that are necessary to 
account for all the uncertainty. Online algorithms, a 
technique used in computer science, are an alternative 
that use whatever information is available at the time 
along with past decisions to make a decisions online 
(Borodin and El-Yaniv 98). Online algorithms remove 
the need to model uncertainty because events are handled 
as they occur, in real time. There is little research on the 
use of input distributions specific to the problem being 
studied in online algorithms (Anagnostopoulos, et al. 
04). Online scheduling differs from reactive scheduling 



in that reactive scheduling changes what is already 
scheduled after events occur while online scheduling 
makes decisions in real time. Online scheduling has been 
used in healthcare under the name of advanced access 
(Murray and Berwick 03): very few appointments are 
booked ahead of time and all patients that call for an 
appointment would be given an appointment that day. 

Van Hentenryck and Bent (06), develop a class of 
algorithms, online stochastic combinatorial optimization, 
that strive to combine proactive and online optimization 
in a variety of applications. Decisions are made online at 
each point by solving a deterministic optimization model 
using a sample of the future. This paper expands on Van 
Hentenryck and Bent by using a technique that could be 
considered a variation of online stochastic combinatorial 
optimization. We take into consideration the nature of 
the healthcare environment and use an optimization 
model to create a template of a day’s expected 
appointments. The users schedule appointments into the 
template. Only when a conflict occurs and a request 
cannot fit into the template, is online optimization used. 
At that point a deterministic optimization model with an 
approximation of the future, as in online stochastic 
combinatorial optimization, is used to adjust and fill in 
the remainder of the schedule, thereby dynamically 
updating the scheduling template. 
 

Dynamic template scheduling 
 

Dynamic template scheduling uses an optimization 
model of the chemotherapy problem to create and update 
a template. A template is a schedule of open slots of 
specific durations where appointments can be scheduled. 
The template we start with is created using a distribution 
that represents the problem domain and contains slots for 
the day’s expected appointments. As real requests for 
appointments arrive, the user can assign slots to those 
appointments by matching them to the appointments in 
the template. When a request arrives that does not match 
any appointment in the template, the template is 
dynamically updated. At this point, any appointments 
that have already been given slots are saved. The 
remaining available time in the template is rescheduled 
using the distribution and optimization model. The user 
now has a new set of appointment slots to use for 
scheduling requests.  

Dynamic template scheduling combines proactive 
and online optimization to accommodate uncertainty in 
complex problems. The chemotherapy outpatient 
scheduling problem contains uncertainty regarding future 
requests for appointments on a given day. Many real 
problems contain such uncertainty; e.g. health care 
applications where appointments are booked in advance, 
any shop where stock is made to order, a courier service 
where requests arrive at various times and decisions must 

be made on when to service them. Dynamic template 
scheduling can be applied to any problem where requests 
need to be assigned a start time before all requests are 
known.  

In this section we describe the offline problem and 
associated optimization model. We then present our 
approximation of the future. We look at the related 
online problem, followed by the online algorithm. 
 
Offline problem 

Scheduling problems are often characterized by the 
shop configuration. The chemotherapy outpatient 
scheduling problem can be seen as a flexible flow shop 
problem. It is a flexible shop because at both the drug 
preparation and the two treatment stages there is more 
than one service position available. The chemotherapy 
problem is also characterized by having both resource 
and general precedence constraints, having jobs with 
individual ready times, and being a real time problem 
because appointments must be scheduled when requests 
come in, before full knowledge of all requests is known.  

The offline chemotherapy scheduling problem 
receives as an input, R = <r1….rt>, a set of requests. The 
chemotherapy problem requires that all requests be 
serviced. An appointment time must be assigned to each 
request and once it is assigned it cannot be changed. The 
formalization of the offline problem can be seen through 
the optimization model. 
 
Optimization model 

The optimization model used for the chemotherapy 
problem is a constraint programming model of a three 
stage flexible flow shop model. It contains some 
simplifications from the full problem. These 
simplifications were determined by Hahn-Goldberg et al. 
(10) using experiments run with different versions of the 
problem to decide what information from the complete 
problem to include. The constraint programming 
formulations were developed using COMET version 
2.1.0 by Dynadec and use scheduling constraints and 
solution search techniques built into the software. 
 
Notation 
The notation used in the constraint model is as follows:  

• P:  set of patients. 
• C:  set of chairs – a maximum of 29 chairs and 

beds. Chairs and beds are being represented as 
identical resources. 

• N:  set of nurses for stage three, the first stage of 
treatment – there are 15 nurses. 

• T: set of times - times range from zero through 
40. Each time is a fifteen minute timeslot for a 
total of ten hours of possible treatment time. 

• DR: set of servers for drug preparation – there 
are five servers at all times. 



• S: set of start times – the start times of the 
appointments. 

• Aip:  the stage i activity for patient p.  
• Dip: duration of Aip. 
• Rip: ready time for Aip. 
• Eip: end time of Aip. 
• Sip:  start time of Aip. 
• Horizon: an activity with no duration. 
• SH:  start time of Horizon. 

 
Decision Variables 

The decision variables are the start times of each 
activity, excluding the final stage of treatment, which 
must start immediately when the previous stage of 
treatment ends. For each patient p P, we have 2 
decision variables, the start of the drug preparation and 
treatment stages.  

• Sip – The start time of stage i for patient p. It 
takes a value from 0 through |T|-1.  

• SH – The start time of Horizon. 

There is no assignment of patients to chairs or nurses 
because these are treated as discrete resources, described 
below. 
 
Set Up 

The constraint programming models are formulated 
in COMET using the Scheduler module.  

Activity – an activity has a duration, start time, and 
end time. For every patient p, each stage of the 
chemotherapy process is a separate activity represented 
by A1p through A3p.  

Discrete Resource – a discrete resource can service 
more than one activity at a time. The number of activities 
that it can service at a time is its capacity. The drug 
preparation servers in the model are a single discrete 
resource with capacity |DR|. The nurses are a discrete 
resource with a capacity of |N|. The chairs are a discrete 
resource with capacity |C|.  
 
Model 
Objective  
min SH 
Subject to: 

    (1) 
    (2) 
    (3) 

   (4) 
         (5) 

        (6) 
        (7) 

       (8) 
        (9) 

       (10) 
       (11) 

      (12) 
 
Objective Function 

The objective function is to minimize the makespan, 
or the star time of Horizon. Logically, by minimizing the 
makespan, wait times will tend to be lower, thereby 
indirectly taking into account the objective of 
minimizing wait times.  
 
Constraints 

There are two types of constraints that are used in 
the constraint models; resource and precedence 
constraints.  
 
Resource Constraints 

Constraint (1) ensures the number of patients whose 
drugs can be prepared at any time not exceed the number 
of drug preparation servers. Each stage-one activity is 
constrained to require one unit of the set of drug 
preparation servers. The drug preparation servers are set 
up as a single discrete resource. The cumulative global 
constraint (Beldiceanu and Demassey 10) represents a 
single resource where inference is used to remove start 
times that are not feasible while taking into account the 
durations, required resource amounts of each job, and 
decisions made during the search. 

Constraint (2) ensures at most one patient can use a 
chair at any time in stage three, which represents the 
actual drug infusion. Each activity is constrained to 
require one unit of the set of chairs. 

Constraint (3) ensures at most one patient can use a 
nurse in the first portion of treatment at any time. Each 
stage two activity is constrained to require one unit of the 
set of nurses. 

Constraint (4) ensures the number of patients 
assigned to each nurse in the second stage of treatment 
must not exceed the maximum patients that the nurse is 
allowed to monitor, namely four. Each stage three 
activity requires one unit of the set of nurses. It is 
assumed if the total capacity for all nurses is respected; 
each individual nurse’s capacity is respected as well.  

Precedence Constraints 
Constraint (5) ensures the ready time of the first 

appointment for each patient is the start time of the day.  
Constraint (6) ensures the ready time for the first 

stage of treatment is the end time of the pharmacy stage. 
Constraint (7) ensures no stage of treatment can start 

before its ready time. 
Constraint (8) ensures the end time of each stage is 

equal to the start time of the stage plus the duration.  
Constraint (9) ensures the second stage of treatment 

must start at the same time as the first stage. The first 



stage of treatment requires direct nursing care, while 
stage three represents the complete treatment time.  The 
first stage of treatment is explicitly modeled in order to 
ensure that there are enough nurses to accommodate the 
direct nursing requirement. 

Constraint (10) ensures no patient finishes treatment 
after the end of the working day. The second stage of 
treatment is constrained to end before the end of the day. 

Constraint (11) ensures that Horizon cannot start 
until after all the other activities are completed. 

Constraint (12) ensures that no patient will wait for 
an undesirable amount of time even in cases when the 
makespan is improved. There is a maximum time, t = 30 
minutes between the end of the drug preparation stage 
and the start of the first stage of treatment.  

Approximation of the future 
There are 350 chemotherapy regimens that can be 

grouped into buckets of appointments that range in 
length from 15 minutes to 510 minutes, by increments of 
15 minutes. We use the historical data to create an 
empirical distribution that feeds the optimization model. 
Three months of data from the Odette Cancer Center, 
from January 1 through March 31 2010, were used to 
create a distribution that represents the number of 
patients of each class that are expected. Here, due to the 
data sample used, we use one distribution regardless of 
the day of the week or time of year. Ideally, the system 
implementing the dynamic template scheduling 
framework would continuously update the empirical 
distribution as more appointment data is collected and 
more specific seasonal distributions could be used.  

The optimization model uses the empirical 
distribution to make a proactive template that will be 
used by the online algorithm. At the start, the proactive 
schedule is the optimal schedule of an average day at the 
chemotherapy center. If the actual day matches the 
average day, all the incoming requests will fit perfectly 
into the template and the day will be optimal. Since the 
actual day will never perfectly match the average, the 
template will need to be updated online.  
 
Online Problem 

The online chemotherapy outpatient scheduling 
problem has the same time horizon, |T|, as the offline 
problem. In the online problem, the set of requests, R, is 
revealed online, one request at a time. When each new 
request ri is revealed, the online algorithm has available 
the previous assignments of request, r1…ri-1, and the 
proactive template created by the optimization model. 
The online algorithm decides on the allocation of the 
request ri into the proactive template. It must also decide 
when the proactive template needs to be updated. In 
contrast, using online stochastic combinatorial 
optimization would solve an optimization problem each 
time a request was revealed.  

 
Online Algorithm  

The online template scheduling algorithm assigns 
requests to start times with the objective of minimizing 
the makespan. In order to do this, the algorithm has 
available the proactive template created by the 
optimization model and an empirical distribution 
representing an approximation of the future for the 
problem under consideration. For each request that 
arrives, the online template scheduling algorithm checks 
the current proactive template and sees if there is a 
matching slot available for the request. If there is more 
than one matching slot available, the algorithm assigns it 
to the earliest available slot.  

If there is no matching slot available, the algorithm 
must get an updated template. The current assignment of 
requests, Si, and the request that could not be scheduled 
are sent to the optimization model. We save the current 
assignment and any remaining unscheduled time in the 
template is considered available time. We use the 
empirical distribution to generate a sample of expected 
appointments that matches the number of appointments 
in the template that remain unscheduled, less one to 
accommodate the appointment that created the conflict. 
The optimization model is used to create a new template 
within the open time of the new sample and the 
appointment which caused the conflict. This resulting 
template is guaranteed to accommodate the appointment 
that caused the conflict. The online template scheduling 
algorithm uses the updated template until it receives 
another request that does not fit into the template. Once 
all the requests are assigned start times or slots, the 
algorithm is complete.  
 

Experiments 
 

Several sets of experiments were run to test the 
dynamic template scheduling framework. We first 
compare the use of dynamic template scheduling to that 
of using a proactive template that is not dynamically 
updated. We then use our optimization model to solve 
the same set of problems assuming full knowledge. We 
compare that optimal solution to the solution found using 
dynamic template scheduling to determine how far our 
solutions are from the best case scenario. We then 
compare the solutions found using dynamic template 
scheduling to the actual realization of that day that 
occurred at the Odette Cancer Center to determine the 
potential improvement that is possible using dynamic 
template scheduling. We then examine the tradeoff of 
optimization and time when sampling the distribution 
several times when the template is updated. 

All the experiments were run on a Pentium Dual-
Core CPU computer E5200 @ 2.50 GHz and 3.25 GB of 
RAM. 



 
Experiment data 

Five problem instances, each representing an actual 
day that occurred at the Odette Cancer Center, March 1 
through March 5, 2010, were used for the experiments. 
The data of regimens treated on each day was extracted 
from the scheduling software currently used at the Odette 
Cancer Center. The treatment durations are determined 
using the expected durations of a given regimen.  Table 1 
shows the number of appointments and total treatment 
minutes, for each data set.  
 
Table 1. Test data sets. 
Test 
Set  

Number of 
Appointments 

Total Treatment 
Minutes 

Day 1 63 6210 
Day 2 83 9435 
Day 3 81 11760 
Day 4 99 10725 
Day 5 90 11190 
 
The dynamic template scheduling system 

We look at the performance of the dynamic template 
scheduling system by running the test sets using the 
online template scheduling algorithm described in 
Section 3. The makespan value is the end time of the last 
appointment of the day, with a maximum of 40 fifteen-
minute spots. The time to solve is given in seconds and 
the number of reschedules refers to the number of times 
the template had to be updated in order to assign start 
times to all the appointment requests. The number of 
times that the template had to be rescheduled reflects the 
extent to which the expected templates fail to match the 
actual stream of appointment requests.  

Each time the template has to be rescheduled, the 
optimization model is given 90 seconds to solve and the 
best solution at that time is used. Since we use a 
distribution to create our templates, the solution will be 
slightly different each time we run the experiment. 
Therefore, we run the experiment ten times for each data 
set. Table 2 shows averages and standard deviations. 
Makespan is given in number of 15-minute slots. Time to 
solve is given in seconds and is the time to fully schedule 
one day of appointments. For further experiments in this 
section, the dynamic makespan values refer to the 
average makespan values given here. 
 
Table 2. Dynamic template scheduling results. 
Set Avg. 

Makespan 
Std. 
Dev. 

Avg. Time to 
Solve 

Std. 
Dev. 

1 26.9 2.42 18.9 1.97 
2 31.1 0.32 66.7 30.3 
3 34.9 2.18 85.8 76.52 
4 33.1 0.31 34.3 29.11 
5 31.94 1.35 68.94 49.59 

 
Using a proactive template only 

We compare the value of updating a template 
dynamically versus using a template that is not updated. 
We create a template for the average day using the 
optimization model. When a request for an appointment 
arrives, the appointment is scheduled into the earliest 
matching slot in the template. If there is no matching 
slot, the appointment is placed after the end time of the 
last appointment on the chair with the shortest makespan. 
If there is not enough time left in the ten-hour day to 
have the appointment, the system fails. Table 3 gives the 
results for the comparison of using dynamic and 
proactive-only templates.  

 
Table 3. Proactive only template experiments.  
Test Set Proactive 

Makespan  
Dynamic 
Makespan  

Day 1 40 26.9 
Day 2 40 31.1 
Day 3 Fail 34.9 
Day 4 Fail 33.1 
Day 5 40 34.94 
 

When the proactive only template is used, we find 
empty spots throughout the day. For example, in several 
cases there is a chair with a large slot set to start at the 
beginning of the day, which is empty, but someone is put 
in after it, making the day unnecessarily long. The 
dynamic template is able to readjust, so in the end there 
are fewer empty spots.  
 
Mean loss: Using the optimal offline solution. 

Here we look at the best case scenario given perfect 
information and compare that to using the dynamic 
template scheduling system. For the best case scenario, 
we assume the list of appointment requests is known and 
schedule them using the optimization model. The mean 
loss is defined as the mean percentage difference in 
makespan value between the dynamic template solution 
and the optimal offline solution.  

In Table 4, we find that the optimal offline solution 
is better than the dynamic template solution, with a mean 
percentage loss ranging from 0.3 to 19.62%.  
 
Table 4. Optimal offline solution experiments. 
Test 
Set 

Optimal 
Offline 
Makespan  

Dynamic 
Makespan  

Mean 
Loss (%) 

1 24 26.9 12.08 
2 26 31.1 19.62 
3 31 34.9 12.58 
4 33 33.1 0.30 
5 32 34.94 5.31 
 



Mean improvement: Using the actual day. 
Here we look at the actual day that occurred at the 

Odette Cancer Center in March of 2010 and compare that 
to what the day would have been had the dynamic 
template scheduling system been used. Dynamic 
template scheduling uses the same set of patients that 
were treated on a given day and schedules them where 
the requests for those particular appointments arrive in 
random order. The actual makespan is the time that the 
day ended at the chemotherapy center. The end time of 
the actual day may include complications and delays 
unknown to us, which can make the day longer. 
However, the end time of the actual day also includes 
any cancellations that occurred. From observations at the 
chemotherapy center, we find that there are cancellations 
each day and patients are treated on a first come first 
serve basis regardless of appointment time, which can 
make the day shorter. Therefore, we believe that 
comparing the dynamic makespan to the actual 
makespan gives an idea of what the potential 
improvement could be if dynamic template scheduling 
were to be used. 

Charm is a booking system developed by the Odette 
Cancer Center. It is a sophisticated system with 
information, such as regimen structures and durations, 
built in to aid in booking appointments. It provides the 
users with the next available appointment time and 
patients are booked in as early as possible on the 
requested day. Charm, however, is not a scheduling tool. 
Scheduling uses intelligence to find the best place to put 
appointments so that a certain goal is achieved. 
Incorporating the dynamic template scheduling algorithm 
into Charm would turn it into a scheduling system and 
the users would be provided with optimized options of 
where to place appointments.  

Table 5 gives the results of the comparison of using 
dynamic template scheduling to the actual day. The mean 
improvement is defined as the mean percentage 
difference between the actual time the day ended and the 
makespan value provided using the dynamic algorithm.  
 
Table 5. Actual day realization experiments. 
Test 
Set 

Actual 
Makespan  

Dynamic 
Makespan  

Mean 
Improvement 
(%) 

Day 1 36 26.9 25.28 
Day 2 36 31.1 13.61 
Day 3 36 34.9 3.06 
Day 4 36 33.1 8.06 
Day 5 40 34.94 15.75 
 

We find that the dynamic template solution is better 
than current practice, with a mean percentage 
improvement ranging from 3.06 to 25.28%. 

 
Discussion 

 
The results show promise in applying optimization 

techniques to the chemotherapy outpatient scheduling 
problem. We saw improvements in makespan using 
dynamic template scheduling. Our experiments show that 
there is value in doing future research on this problem 
and implementing the solution in a chemotherapy center.  

Chemotherapy centers do not tend to use 
optimization when booking appointments, nor do they 
take into account all their resources. They often choose 
one resource, either chairs or nurses, and book to that 
resource. Here, we take into account all the resources and 
we show that the chemotherapy scheduling problem can 
benefit from a more complete view.  

Dynamic template scheduling can be easily 
incorporated into existing scheduling systems resulting 
in minor changes for users. The system would provide 
them with optimal options of where to place 
appointments and they can use their own knowledge and 
judgment to choose from the given options. The 
developers of Charm plan to incorporate the dynamic 
template scheduling system into their software. 

In this research we introduced a way of combining 
proactive and online optimization to deal with the 
uncertainty when requests for appointments arrive in real 
time. We found only using the proactive template is not 
sufficient. Empty slots are left in the middle of the day 
because an actual day will never exactly match the 
template. We show that dynamically updating the 
template results in a good solution. On occasion, the 
resulting solution matches the optimal offline solution, 
but more often it falls between the current practice and 
the optimal offline solution.  
 
Weaknesses 

There were several features omitted from the 
Chemotherapy Outpatient Scheduling Problem in this 
research for one of two reasons: 

First, there is information relevant to solving the 
problem that is unknown to the Odette Cancer Center 
and chemotherapy units in general. For example, the 
cancer center does not know which patients require the 
use of a bed and which can be treated in a bed or chair. 
We believe that this information would be useful in 
creating a schedule of good quality and will be simple to 
incorporate into the optimization model.  

Second, due to patient confidentiality, there is 
certain information that is not available to us, such as 
which patients are same day as opposed to non-same day 
and which patients have multiple treatments in the same 
week. The Odette Cancer Center currently has a non-
same-day policy that requires patients who live within a 
certain distance of the center and are not labeled as frail 



to have visits with the oncologist and lab work on the 
day before treatment. This policy enables the pharmacy 
to pre-mix more drugs and reduces delays in clinic and in 
receiving blood work. At the Odette Cancer Center, 
patients that have more than one treatment in the same 
week are scheduled at the start of the day because their 
drugs can be pre-mixed. The online template scheduling 
algorithm described in this paper assigns a request to the 
earliest matching slot in the proactive template. In the 
chemotherapy center, it is likely that a scheduler would 
use other information to help decide which slot in the 
template to place the request. 

The experiments described in this paper are of a 
simplified version of a single problem. It would be 
beneficial to implement dynamic template scheduling in 
the cancer center to see the true effects in the real world. 
It would also be beneficial to look at other cancer centers 
and other applications to test the versatility of the 
technique.  

Future work 
 This paper describes dynamic template scheduling. 

There are many areas where further directions could be 
explored that may lead to better results. 

The empirical distribution uses all the historical data 
as one set and makes a distribution from that data. We 
might obtain better results by looking at each day of the 
week separately. For example, if we were to look at all 
the past Mondays and make a Monday distribution. As 
well, short or four-day weeks tend to be different from 
five-day weeks in the chemotherapy unit. We might 
obtain better results using a separate distribution for 
four-day weeks.  

The dynamic template scheduling framework 
described here places requests in slots in the template 
that are an exact match in duration to the request. The 
template is only updated if there is a request with no 
matching slot. There are other options of how the 
template could be filled and updated. For example, we 
could allow the algorithm to place requests in slots that 
match in size or slightly larger. We could also try 
updating the template periodically after a given number 
of requests regardless of whether there is a conflict. 

The chemotherapy problem described in this paper is 
simplified from the real problem in that there are areas of 
uncertainty that are not accounted for. One major source 
of uncertainty is that appointments often get cancelled or 
added at the last moment. As the next stage of research, 
we plan to develop an algorithm that will move patients 
to minimize disturbance to the existing patients and 
schedule, yet make room for new patients or adjust for 
cancellations appropriately. 

Conclusion 
We proposed a method, dynamic template 

scheduling, for combining proactive and online 

optimization to address uncertainty in scheduling 
problems. We illustrated its use on the chemotherapy 
outpatient scheduling problem. We created a constraint 
programming optimization model that is used along with 
an empirical distribution made from historical data to 
create proactive templates that can be updated online as 
requests for appointments arrive. We tested the dynamic 
scheduling framework against a purely proactive system, 
the optimal offline system, and the current actual 
practice.  

The contributions of this paper were as follows:  
(1) We demonstrated a technique for combining 

proactive and online optimization to solve a 
complex real problem with uncertainty. We 
compare it to the best offline solution and the 
current practice, making a contribution to the 
research on robust scheduling. 

(2) The technique proposed is easy to incorporate 
into many different applications where requests 
arrive in real time. The optimization model 
could be adapted to accommodate application 
specific constraints and the online template 
scheduling algorithm could then be used for that 
problem. The chemotherapy problem has 
complex constraints, making it a good starting 
point. 

(3) We use dynamic template scheduling to solve 
the chemotherapy outpatient scheduling 
problem contributing to the research on health 
care scheduling.  
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